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Critical Notice

ZENON W. PYLYSHYN, Computation and Cogn
tion for Cognitive Science (Cambridge, MA: Br

1984). Pp. 292.
I Description

The burden of Computation and Cognition is to d

cognition is to be explained as computations c

symbols, and to illustrate the power of that accou

al methodological issues of current interest in
The outlines of Pylyshyn's position are fam
Pylyshyn advocates Orthodox Computationa
the mind, at least quae cognitive engine, is an

formal system (Haugeland, 1981). Or, more inform

bol crunching. It follows from this, according
tion of thinking requires:

1. Identifying the symbols crunched;

2. Specifying the crunching process - i.e., t
pacities of the system (usually as a compu

3. Specifying the appropriate semantic inter
bols crunched (revealing the symbol crun

processes - thinkings);

4. Specifying the physical instantiation in t

hardware is appropriate) of the symbol
processes.

All of this Pylyshyn takes more or less as read. What he is interested in are the following questions:

(A) Why should we believe that OC is on the right track? Answer
(in two parts): because, first, OC does give us a way of under-
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standing how a lump of mush like the brain could be an intentional system, and, second, alternative suggestions, e.g., those
involving nonsymbolic representation, are confused.

(B) How are OC explanations empirically constrained? Answer:
there are several criteria, the most important of which is cogni-

tive penetrability, that make it possible (contra, e.g., Anderson,
1978, 1979) to distinguish what is due to the rules and representations a system uses (the symbols) from what is due to the func-

tional architecture (the crunching capacities of the system).
Let's begin by taking these points in a little more detail.

II Why should we believe that OC is on the right track (first part)?
According to Pylyshyn, the most striking thing to psychologists about
people (and, presumably, other intelligent systems) is (or ought to be)
that they are what Dennett (1978) calls intentional systems: they satisfy a host of generalizations that can only be stated in intentional terms,

i.e., in terms of the semantic contents of states of the systems in question.1 In this respect, at least, Pylyshyn holds, as do many, that the
so-called folk psychology of belief and desire is on the right track.2 This

is, as it were, the fundamental datum for cognitive science, the brute

fact we were finally able to see clearly and acknowledge when Be-

haviorism was deposed. More precisely, it is the fundamental explanandum: how can a lump of mush like the brain, or a pile of circuits like
a computer, be an intentional system? The goal of cognitive science
is to explain this fundamental fact: OC offers an explanation of this
fact: under the right interpretation, suitably fancy symbol crunchers
are seen to satisfy intentional generalizations; and suitably fancy physical systems, such as a computer and, perhaps, the brain, can instantiate fancy symbol crunchers.
This is pretty abstract, of course. The real work, once you have joined
the party, is to specify the relevant symbol crunching capacities such
that (i) the brain instantiates them, and (ii) providing the right represen-

tations to them yields (under interpretation) the intentional system we

1 Pylyshyn avoids the term 'intentional' in favor of 'semantic/ hoping to avoid un-

wanted philosophical connotations. I won't follow him in this.
2 Whether it is belief and desire, or some other contentful states that are needed

to characterize intelligent behavior, is, you will be relieved to hear, a question
Pylyshyn doesn't address.

This content downloaded from 130.126.162.126 on Thu, 23 May 2019 22:09:41 UTC
All use subject to https://about.jstor.org/terms

Critical Notice of Zenon W. Pylyshyn Computation and Cognition 149

know, from psychological experimentation, humans to be. This is a
very tall order. Every time someone discovers some cognitive task people can do, we are obliged, eventually, to exhibit some representations
such that (a) it is plausible (better: demonstratable) that human subjects acquired them or had them innately, and (b) the basic symbol
crunchers - the functional architecture, as Pylyshyn calls them - accomplish (under interpretation) the task in question when provided
with those representations. The same thing goes whenever someone
discovers an 'effect,' e.g., the word superiority effect (Reicher, 1969),
the spacing effect (Melton, 1970), etc., etc.
Looked at this way, though, it is easy to see why various small successes in computer modeling are so encouraging to believers: devising a computational model of, e.g., the spacing effect, is just the sort
of hurdle that OC must jump. If it keeps jumping hurdles, however
modest, it does just what we should expect of a good paradigm (Kuhn,
1970): it solves its proprietary problems as they come along and acquire rigorous formulation. I can't help thinking that those who keep
saying that computationalism has no real (read REAL) successes to its
credit don't know what the problems are that people actually work on.
They are, I suspect, expecting R2D2 or HAL, not a good model of the
spacing effect (which they've never heard of), or the mistakes children
make on word problems. This is like criticizing General Relativity because it hasn't made time travel or the matter transporter a reality. Per-

haps those things will never be realities. Perhaps there are even
principled reasons why they will never be realities. That need not (by
itself) undermine The Theory. And the same thing goes for computationalism in its AI guise.

Ill Why should we believe that OC is on the right track (second part)?
Pylyshyn thinks that OC has something going for it, and so do I. But
he also thinks that the alternatives, such as they are, aren't so hot.
Again, I agree, though with some reservations. There's an extended
discussion of imagery as an alternative to symbolic representation, and
some brief remarks about connectionism.

Imagery

The current imagery debate boils down to this: given that we have images, do we ever think in images, i.e., do they ever do any cognitive
work? Pylyshyn thinks not, and understanding his reasons for this con-

clusion gives us, I think, an important insight into one reason why

OC seems to its friends to have so much appeal.
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Here's a crude first pass at the argument. The crucial point about
appeals to 'analogue' representations such as images is that some of
the burden of computation is taken over by properties of the medium
of representation itself. Thus, if I put the following pictures on transparencies, I can determine whether they are the same by putting one
on top of the other and rotating them relative to one another (in the

same or orthogonal planes) to see if they can be made to coincide.

^ - /

This works because (i) the transparencies are transpar
are rigid (in the plane of the drawing), (iii) you can eas
dence visually. To suppose we can use images to solve t
we must assume that (i-iii) hold of images. But they do
if we ask what might be involved in image rotation, giv
are not rigid, transparent physical objects that we can
answer seems to be: the same thing that is involved in
picture of a rotating object on a computer terminal, viz
You re-plot each pixel so as to satisfy a set of equation
The example Pylyshyn discusses in Computation and C
'scanning effect.' In this task, you memorize a simple
are asked to imagine the map, and focus on some spec
You are then given the name of another place on the m
to imagine a spot moving to it (or to move your atten

press a button when you can 'see' the named place 'o

Result: scanning time is a linear function of distance bet

on the map.
Can we really use images to do this task? That is, can we plausibly

appeal to intrinsic properties of the representational medium (like rigidity and transparency in the case above) to explain how the task is

3 This analogy ignores the issue of what to make of the mind's eye, of course. But
both sides have that problem.
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done? Only if it makes sense to speak of distances between points on
an image, or of m being between s and f on an image. This could make

sense, of course, depending on how one supposes images are realized in the brain. Pylyshyn suspects, however, that computationalist
principles are being smuggled in at the back door. Perhaps we represent an image as a two dimensional matrix and then compute distance
using the usual cartesian formula. Perhaps we say m is between s and
f if m's indices are a solution to the linear equation we get by treating
s's indices and f's indices as co-ordinates determining a line. But if that's

what we're up to, the properties of the medium of representation are
irrelevant: it doesn't matter if the matrix is written on the blackboard,

stored on a floppy disk (sequentially, by the way), or spoken to a
recorder. It doesn't matter because the symbol crunching is doing all

the work.4

Well, but then how does OC explain the fact that scanning time is
a linear function of distance on the map? Here, Pylyshyn has an ingeniously simple idea. We must, he says, distinguish two tasks: (la)
Solve a problem by using a certain prescribed form of representation
or a certain medium or mechanism; and (lb) Attempt to re-create as
accurately as possible the sequence of perceptual events that would
occur if you were actually observing a certain real event happening
(233). Subjects who take the task to be a version of lb in the scanning
experiment will attempt to simulate scanning a map. If they succeed,
we'll get the observed effect, for when you look at a real map, it takes
longer to scan from New York to LA than it takes to scan from New
York to Boston. Since you know this, you will be sure to simulate it.
Similarly for the rotation experiment: you imagine you are doing something pretty much like what you do with the transparencies. Pylyshyn
claims that when steps are taken to ensure that subjects are doing a
version of la rather than lb, the 'effect' disappears.5
There is really only one point in all this that worries me, and that
is the distinction between what depends on intrinsic properties of the
medium of representation, and what depends instead on computation
and tacit knowledge. For, of course, the point of computationalism is
that the computational processes are affected only by certain physical

4 A genuine image using system cannot be realized on a digital computer; you can
only realize some symbolic simulation.
5 Another technique is to allow subjects to do the la task, but in situations in which

only some of them have the knowledge they need to produce an accurate simulation. E.g., imagine dropping a bowling ball and a feather from a tower on the

moon: which lands first?
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properties of a symbol's realization in the system. Think of punch cards:
it's the fact that current or light or (originally) knitting needles can only

pass through the holes that matters. Transparent cards in an optical
system, or foil cards in an electrical one, wouldn't work. Neither would
blackboards or magnetic tapes. Why isn't this a case of processing depending on intrinsic properties of the medium?
Of course, we shouldn't really be very worried by this: all it shows
is that we haven't put the point quite correctly. So what is the point?
It is easy enough to say in particular cases: we don't, for example, think
that there is something rigid and transparent in the brain that rotates
when we do the figure matching task. We don't think that distances
on a mental map are literally physical distances.6 The problem, then,
is simply that one is sometimes tempted to attribute properties to
representations that they are very unlikely to have, properties of the
things represented, for example. The difficulty, in a nutshell, is that
resemblance is not what underwrites mental representation. The point

cannot be put in terms of what does and what does not depend on
an intrinsic property of the medium of representation because everything depends on such properties according to OC. The problem is:
which properties are you assuming the medium has, and is that assumption empirically defensible? Pylyshyn is surely right to complain
that theorists often tacitly attribute properties to representations that
are only properties of what is represented.
The upshot of the discussion of imagery is that one initially plausible alternative to the idea that thinking is symbol crunching - namely
that it crucially involves imagery - seems either confused or a misleading version of the symbol crunching approach after all: it is hard
to get any explanatory mileage out of images without assuming they
represent by resembalance - literally having the same properties as
what is represented - or by smuggling in symbolic computations (as
in the matrix example).
Connectionism

Pylyshyn has very little to say about connectionism in Computation and

Cognition, but his view seems to be that connectionist theories can't
hope to capture the way cognitive systems react to different rules and
representations.

6 'How many mm. is it from the representation of the church to the representation
of the castle?' makes sense as a question about a paper map, but not about a mental
map. Or, rather, if there is such a distance, we don't think it represents the distance between the church and the castle.
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...so long as cognition (human or otherwise) involves such semantic regularities
as inferences, and so long as we view cognition as computing in any sense, we
must view it as computing over symbols. No connectionist device, however complex, will do, nor will any analog computer. (74)

The argument here, such as it is, is pretty straightforward. We have
no reason to talk of cognition at all except in so far as the system satisfies certain semantic regularities. This much is common ground. To
satisfy a semantic regularity is to move from one representational state
to another in a disciplined way; in a way, in fact, that respects the
semantic contents of those states. We can put this by saying that a cog-

nitive system is a system whose dynamics respects semantic constraints. For this to be possible, it seems that the transformations that
lead from the state of the system at t to the state of the system at t'
must be defined over the semantically interpreted states of the system, i.e., over its representations. But this is just what is not true of

connectionist architectures, according to their leading advocates

(Rumelhart and McClelland, 1986). Connectionist architectures, therefore, cannot account for cognition - i.e., for processes that are seman-

tically disciplined. Semantically disciplined processes must be

representation driven, and connectionist processes are not, at least not
according to their advocates. If we don't assume that semantically disciplined processes are representation driven, then it is a mystery how
the semantic constraints get satisfied. Or so goes the position I think
Pylyshyn wants to defend.
I've been known to run this line of argumentation myself, but I'm
not sure it is any good. Part of the difficulty I now have with this issue

is that it isn't clear to me that connection machines are not representation driven. Assume that semantic properties enter in only as interpretations of states of the entire network: to know what is currently
represented, you give the activation level of each cell in the network.7
Specifying the content of the system, then, is one way of specifying
the state of the network, or perhaps of specifying an equivalence class

of network states. Given this much, it seems that the system is

representation driven if it is, as it were, driven by its states, i.e., if what

happens is a function of the state of the network. But, of course, what
happens is a function of the state of the network.

7 Most connectionist models, of course, assume interpretations for states of single
cells; that is, they assume local representation. Since the basic processes are defined over states of single cells, models assuming local representation do seem
to be representation driven in some sense, though perhaps not in the required
sense. To be on the safe side, I assume distributed representation in the text.
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There are various replies. For example, one might point out that the
basic processes assumed are not defined over network states, but are
all local, defined over cell states. If we take this line, perhaps we can
hold that the system is not representation driven without making it
necessarily mysterious how it is semantically disciplined. Although cells
are only locally influenced, specifying local states and local principles
of influence induces a global dynamics. But since global states are just
aggregate local states, local happenings are influenced by global states:
life in the individual cell will depend on the particular ebb and flow
of activation that eventuates, and that depends at any given time on
the state of the network. Perhaps in connection machines symbols
evolve rather than get crunched, i.e., read and written, as we say. But
even though there is no read-write cycle (see Haugeland, 1986), the
representations are not just epiphenomena: evolution is, after all, partly
driven by the things that evolve.
This is not the place to try to sort all of this out. But it does need
sorting out before we can evaluate the sort of anti-connectionist argument illustrated above. There is no attempt to do this in Computation
and Cognition, but that is not surprising, given that it was written before these issues really began to come into focus.

IV How are OC explanations empirically constrained?
Pylyshyn couches the issue of empirical constraints in terms of a distinction between weak and strong equivalence of programs. Two programs are weakly equivalent if they are input-output equivalent (or
isomorphic); they are strongly equivalent if they are weakly equivalent and implement the same algorithm - i.e., achieve their results

in the same way, via analogous computations.8

This applies to the issue of empirical constraints as follows. OC assumes that a system has whatever cognitive properties and/or capacities it has in virtue of the program it executes. Since we cannot directly

observe what program a cognitive system executes,9 we must rely on

8 An algorithm, as Pylyshyn uses the term, is slightly more abstract than a program. Different programs, e.g., written in different programming languages, might

implement the same algorithm - the bubble algorithm, say. The differences between the programs need have no theoretical significance, being merely a matter
of convenience. Hence, the need for the more abstract notion of an algorithm
to capture what is theoretically significant, vis., what the programs share, the way
the computation is done.

9 This holds for artificial systems as well as natural ones: think of a hardwired chess

machine, for example.
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what we can observe, viz., its input-output properties. But these only

determine the program up to weak equivalence. What we want, of
course, is to determine it up to strong equivalence; we want to do more
than specify cognitive capacities, we want to explain them. It would
seem, however, that such a determination is impossible on the basis
of behavioral evidence.10 This is the problem Kieras (1981) calls the individuation problem in cognitive science, a problem that has its origins in a theorem of Moore (1956 - see also Nelson, 1969) and which
is insoluble according to many, e.g., Anderson (1978, 1979) and Kieras.
Ill call this the hard line.

Pylyshyn disagrees with the hard line, of course. At the center of
his position - the soft line? - is the concept of a system's functional
architecture. We'll need to digress for several paragraphs to clarify this
concept. I'll then return to Pylyshyn's defense of the soft line.
Functional Architecture

The centerpiece of Computation and Cognition is the concept of the func-

tional architecture (FA hereafter) of a cognitive system. This, according
to Pylyshyn, is what we are ultimately after in cognitive science: a
characterization of the FA of cognitive systems. Pylyshyn's central com-

plaint about current computational theorizing, theorizing of which, in
general, he approves, is that a great deal of it concentrates not on FA

but on

regularities which may well reflect little more than aggregate averages over various habits of thought.... However uncomfortable may be the possibility that many
of the functions studied by psychologists are not cognitively fixed mechanism. . .,

we must be prepared to recognize that what is universal and biologically determined about the human mind may differ substantially from the sort of gross func-

tion we readily infer from patterns observed in behavior. (222-3)

FA, then, is the biologically fixed structure of the mind, a structure
that, according to Pylyshyn, is best specified computationally, i.e., by
specifying an algorithm.
Contrasted with FA is the rich fabric of rules and representations that

current computational orthodoxy attributes to cognitive systems to explain their behavior. The FA determines the basic capacities of the system - what the system can do given different rules and representations
as data. Basic capacities are to be distinguished from those abilities a

10 There is, of course, neurophysiological evidence. Pylyshyn doesn't discuss this
option.
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system has in virtue of some special information it happens to have
at a given time - e.g., my ability to speak English or to find my way
to MIT from my home in Connecticut. The worry Pylyshyn expresses
in the quotation above is that much of cognitive science is, perhaps
unwittingly, focused on abilities in this sense, rather than on capacities.11
It's helpful, I think, to see this point from a researcher's point of view.

Suppose I am interested in natural language processing. I design a program - English-In - to simulate a native speaker's ability to under-

stand English. This program, however, doesn't characterize (some

aspect of) the FA of my subjects since understanding English is an ability, not a capacity. So what does English-In characterize?
According to Computationalism, human FA is given by an algorithm.
Call it HFA. HFA is not, of course, represented in humans; it is the al-

gorithm that operates on what is represented in human memory.
English-In, for example, is represented, along with algorithms ('rules')

for speaking English (English-Out), doing physics, etc. So when

Pylyshyn says 'rules and representations,' he means algorithms and
other data, tokens of which are stored in the mind as data structures
operated on by HFA.12 Thus, when we design programs in cognitive

11 Pylyshyn doesn't use the term ability to mark this contrast, but it seems a fairly
natural way to mark it.

12 Some of Pylyshyn's remarks (pp. 30, 93ff.) suggest that FA is the sort of thing
that is characterized by specifying a programming language rather than a program. It is this sense of functional architecture we have in mind, for example,
when we contrast the fundamental types of architecture typically available to
programmers - LISP-like systems, production systems, and PASCAL-like systems. Thought of in this way, the architecture provides the basic resources, and
you construct a program - a realization of some algorithm - using those resources.

On this construal, to specify the FA of the mind is to specify a good deal less
than the structure of the mind; it is only to specify the building blocks out of which

the structure of the mind is constructed. Only an actual program, or, at a more
abstract level, an algorithm realizable as a program, would describe the actual

structure of the mind.

Looked at this way, when I ask about basic capacities I'm asking something
analogous to, 'Is there a command in LISP that will match an entire list to a given
list, or do I have to compare them element by element?' Perhaps, 'Is face recognition an elementary operation, or does it depend on comparing individual features?'
On this conception, learning is, at least sometimes, a matter of getting programmed (the rules) as well as acquiring knowledge (the representations). It follows that learning is not exclusively a computational process, for, until there is
some program in place, there is no computaton. It doesn't help to suppose that
some programs are innately represented: something has to be executed to make things

happen, e.g., to get a represented program to 'take control.' (If we assume that
we start with some program in place, and that learning is the result of executing
that, then this conception degenerates to the usual one.)
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psychology, we might be having a shot at specifying HFA, or we might
be specifying 'rules and representations.' Pylyshyn correctly points out
that most of the effort has been going into the latter project, often with-

out clearly distinguishing it from the former one.
Pylyshyn implies that a confusion about this matter is mainly responsible for the fact that there is so much work on what are evidently abilities rather than capacities. Whether or not he is right about this, there
appear to be several good reasons why research on human abilities might
be intellectually (as well as commercially) profitable, (i) If I have an abil-

ity, then I must have the capacity to harbor the necessary rules and
representations, and to operate on them in a way which yields exercises of that ability. Thus knowledge of human abilities supplies indirect evidence bearing on human FA. (ii) Certain human abilities are
quite characteristic: it doesn't seem at all plausible that each speaker
of, say, English, has an idiosyncratic set of rules and representations
for the job. Orthodoxy has it that characteristic abilities are, because they

are characteristic, likely due to innate (unlearned, though perhaps not
unacquired) rules and representations. Developmentally, one will want
to think of any innate knowledge as part of the initial state, but not
as part of the FA. And if there is something analogous to ROM - read
only memory - then it would be natural to regard this as part of the
fixed structure of the mind as well, but, again, not as part of the FA.
Behaviors dependent on ROM or innate knowledge should not, perhaps, be thought of as manifestations of mere abilities, for ROM and
innate knowledge seem to be, as it were, part of what comes with the

basic kit. Facts about ROM and innate knowledge seem to be fun-

damental facts about human psychology in the way that playing chess

and speaking Chinese are not.
Primary and Incidental Behavior

How can behavioral evidence distinguish between weakly equivalent
programs? Isn't this just a contradiction, given that weakly equivalent
programs are input-output equivalent by definition? Pylyshyn's response to this problem is to argue that all behavior is not equal: there
is primary behavior (my term) - the behavior we are trying to explain
- and incidental behavior (my term again). Primary behavior is output,
hence relevant to weak equivalence; incidental behavior isn't output
at all, but consists of observable properties a system may exhibit in
the course of producing its output.
An example will help to clarify what Pylyshyn has in mind. Suppose you are trying to explain how a certain device multiplies. Being

a computationalist, you construe this as a question about what algorithm the device executes. Here are two possibilities: (i) it multiplies
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by successive addition; (ii) it multiplies by partial products (like you
do on paper). These are weakly equivalent: they give the same product on the same multiplier and multiplicand. Both algorithms explain
the behavior we set out to explain, viz., the fact that the device gives
n x m in response to <n,m> ,13 Now consider: the computation time
of a device executing the successive addition algorithm will be, approximately, at least, a linear function of the multiplier. 100 x 4 should
take twice as long as 50 x 4. Moreover, 100 x 4 should take considerably longer than 4 x 100. None of this holds for the partial product
algorithm where, e.g., the number of digits is important, not absolute values. This is incidental behavior: neither algorithm is an algorithm

for computing computation times, hence computation times are not
part of their 'outputs', not part of the target explanadum. We can
put this point by saying that a system simulating our device should
compute the same products, but it should exhibit the same time-tosolution profiles.14

This seems plausible, but how can it be right? Doesn't Moore's

theorem15 prove that it's just a sophistry? No, it does not. As it applies
to computational systems, Moore's theorem concerns only inputs and
outputs that are data for the computatonal process. For example, it
concerns symbols on a Turing Machine tape, but not how long or how
hot or how far from the moon or how heavy or.... It might seem that
we could collapse the primary/incidental distinction by redefining the
system (i.e., reconceiving it) in a way that includes alleged incidental
behavior as part of output. But this is quite hopeless: no one supposes
that a calculator calculates its reaction times. On the other hand, sub-

jects asked to imagine scanning a map very likely do compute reaction
times. Part of Pylyshyn's point about imagery work is that it has some-

times been assumed that reaction times are incidental in a case in which

they very likely are not. The primary/incidental distinction is thus not

13 For the careful: d emits a response identifiable as a token numeral representing
the product of the numbers represented by the token numerals given as inputs.
14 The actual times needn't be the same, of course. It's the relation between time

and input that counts.
15 The theorem in question states that no finite amount of input-output data will,
in general, suffice to determine the function computed by a finite automaton. Nor,

of course, will such data determine its internal states. See Moore (1956) and Nelson (1969) for details.
It is interesting to note, by the way, that the relevant determinations are possible if one has multiple copies of the device. This, of course, is just what psychologists assume holds to a first approximation in multiple subject experiments.
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a mere matter of convention to be overcome by introducing another

convention.16

Reaction times are, as Pylyshyn points out, the most common dependent measures in psychology. When these are plausibly construed
as incidental, they can help to distinguish weakly equivalent algorithms.

(They are not always plausibly so construed: see n. 16, above.)

Pylyshyn's discussion of reaction time is part of a general discussion
of complexity. Think of algorithms as having complexity profiles involving such things as the relation of the number of primitive steps to some

feature of input, the relation of memory use to some feature of input,
etc. The idea is to use complexity to predict incidental behavior.
Reaction time is the only example of complexity-predicted incidental behavior Pylyshyn discusses, but the suggestion is that more might
be done along these lines. This may well be true and important, but
there is a difficulty we must face at the start. On the assumption that
the algorithm we are searching for is executed directly in system S,
incidental behavior may tell us which of two complexity distinct algorithms is the better candidate. But what of the assumption? If A is
not executed directly, but emulated - if A doesn't characterize S's FA,
but only one of its data structures - then the complexity profile of A
might well be obliterated by the emulating program. In general, the

algorithm that S executes in emulating A - call this S(A) - will not
be complexity equivalent to A. In principle this is no problem, for we
can generate a complexity profile for S(A) as well as for any other candidates. In practice, however, things are bound to be messy because,
by hypothesis, we don't know what the FA of S is, hence don't know
what S(A) is. Given an hypothesis about the FA of S, we can construct
S(A) and compare it to A and to versions of S(A) constructed from other

hypotheses about the FA of S. But since even rather small differences
in the FA of S can produce large differences in the complexity profile
of S(A), it seems that accommodating complexity-predicted incidental
behavior is bound to be a fairly weak test. Still, a test is a test. Any
port in a storm.

16 Notice that if Al computes times and A2 does not, then Al and A2 are not even
weakly equivalent, hence are not competing explanations of the same ability or capacity. On the other hand, as the imagery dispute shows, they might be compet-

ing explanations of the same 'effect/ part of the dispute being just what
ability /capacity the effect actually manifests. This sort of dispute can be difficult,
but it isn't a matter of distinguishing weakly equivalent algorithms. The proper at-

tack is to study the effect more closely (which is just what Pylyshyn recommends)
since two theories that differ over which aspects of the observed effect are incidental

are bound to differ on the effects of some input manipulations (e.g., on what the

outcome of the mountains and meadows experiment to be suggested shortly).
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Cognitive Penetrability

Pylyshyn's main suggestion for constraining FA, however, concerns
cognitive penetrability.
The rationally explicable alterability of a component's behavior in response to
changes in goals and beliefs is what I refer to as cognitive penetrability. (133)

An 'effect/ e.g., the scanning effect, is cognitively penetrable if it can
be altered as a function of changes in the rules and representations
accessible to the system exhibiting the effect. The idea is that what's
due to rules and representations isn't due to FA, so cognitive penetrability is a sign that the effect does not reveal a feature of FA. The scan-

ning effect, for example, is cognitively penetrable if it can be altered

as a function of background knowledge. Suppose that subjects who
are told that m's represent mountains take longer to imagine scanning
between points on a map with m's between them than subjects who
are told that the m's represent meadows. Pylyshyn would have us conclude that the scanning effect is cognitively penetrable and hence does
not reveal a feature of FA. Scanning time, in other words, is computed, not incidental, hence cannot be used to distinguish serious candidate explanations of the effect (all of which, we are assuming, must
compute the same primary behavior).
The important thing to notice about inferences involving cognitive
penetrability, then, is the way they rely on the primary/incidental distinction. If an effect is cognitively penetrable, then it is primary, hence

not incidental. Thus, the significance of cognitive penetrability lies in
what it can tell us about what is incidental and what is not, and hence
in how we should assess the evidential force of an empirically established effect. A demonstration that an effect is cognitively penetrable
forces us to conclude that the effect is primary, hence cannot be used

to distinguish weakly equivalent hypotheses about the FA of the
system.
On the other hand, failure to demonstrate that an effect is cognitively penetrable has only limited significance. Consider the 'nose ef-

fect.' This consists in the fact that humans cannot see the nose on a

human face as concave (Gregory, 1970). Indeed, they cannot even see

concave noses as concave - e.g., the concave nose on a plaster cast
of a human face - even when they know they are concave, and even

when the visual situation all but dictates a concave nose. This certain-

ly looks like a case of cognitive impenetrability, but is it? Perhaps it
is rather that telling me the nose is concave, allowing me to stick my
finger in it, rotating the display in a plane normal to a fixed light source,

etc., don't have any effect on the rules and representations that are
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implicated in visual human-nose perception. Perhaps a great deal of
tacit knowledge is required for nose perception, but it is in ROM, as
it were. Or perhaps nose perception is the business of one or more
informationally encapsulated modules (Fodor, 1982) so that the inferences they perform have no access to the sort of information that experimental manipulation supplies.
Reflection on this sort of example suggests that failure to demonstrate that an effect is cognitively penetrable is by no means a guarantee that it is incidental rather than primary. This leaves us in a rather
peculiar situation: if we succeed in showing that an effect is cognitively penetrable, then it is primary, not incidental. If we fail to demonstrate penetrability, we have not shown that the effect is not primary.
There is thus a built in bias toward the hypothesis that every effect
is primary, since there are ways of demonstrating that something is
primary, but no way to demonstrate that it isn't. Thus, while Pylyshyn
is right to claim that it is possible to constrain hypotheses about FA,
the constraints are negative only. Incidental behavior provides the constraints. But how are we to know what is incidental? Evidence from

cognitive penetrability can only tell us that something is not incidental. We are left with a Popperian scenario: all we can do is falsify hy-

potheses about FA.
V Conclusion

Computation and Cognition is, mainly, a book for believers: it isn't going

to persuade non-computationalists (though it should give them something to chew on). It is, rather, a book in the best tradition of philosophically self-conscious science attempting to articulate its own foundations,

to make explicit and clarify its own explanatory strategies and fundamental assumptions. Much of the material in this book has appeared
in one form or another elsewhere and for other reasons. (One will want
to consult the relevant papers cited by Pylyshyn in the bibliography
to Computation and Cognition.) Bringing it all together into a coherent
whole yields a result that should be, for philosophers, a useful and
substantive introduction and overview of orthodox computationalism.
Received December, 1986 ROBERT CUMMINS
University of Colorado
Boulder, CO 80309
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