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METAPHILOSOPHY

Vol. 7, Nos. 3 and 4, July/October 1976

BETTER TOTAL CONSEQUENCES: UTILITARIANISM
AND EXTRINSIC VALUE

Robert Cummins and Dale Gottlieb
I

Ethical theory benefits from a clear distinction between ques
tions about action—e.g. what ought to be done, what is right,
what is obligatory, and so on—from questions about value—
e.g. what is good and what bad, what is better than what, and
so on. Following Frankena,1 we call a theory which treats of the
first sort of questions a theory of obligation, and a theory which
treats of the second sort of questions a theory of value.

Fundamental to utilitarian theories of obligation are the
assumptions (la) that whether or not an action is right, obliga
tory, etc., depends somehow on the value of the action as com
pared with alternatives, and (lb) that one action is better (more
valuable) than another just in case it would result in a greater
total of intrinsic value. These assumptions need to be kept dis
tinct: given a ranking of alternatives in accordance with (lb),
utilitarians might still differ over such matters as whether one is
obligated to do the best of several good alternatives, and whether

two unequally ranked alternatives can both be right But to

qualify as a utilitarian theory at all, a theory of obligation must
derive in some straightforward way from the rankings envisaged
in (lb).

Utilitarians have differed in their theories of value. Some have

held that only pleasure (and the absence of pain) is intrinsically
valuable, others that the only intrinsically valuable thing is happi
ness (where this is distinguished from pleasure), and still others
have included knowledge, virtue, and so on.2 In conformity with

(1), however, all have sought to derive the relative value of

alternative actions from a comparison of the total intrinsic value
which would result on each alternative. It is our aim in this paper
to explore the feasibility of such comparisons. And since those
comparisons are at the heart of any theory characterized by the

assumptions (la) and (lb), our conclusions will apply to any

utilitarian theory. However, for the sake of concreteness, we

'Frankena, W. K. Ethics. Englewood Cliffs: Prentice Hall (1963), pp. 8-9.
Characterizations of utilitarianism in accordance with (la) and (lb) are common
coin in textbooks on ethics, e.g. Richard Brandt, Ethical Theory, Englewood Cliffs:
Prentice Hall (1959), pp. 380-1; W. K. Frankena, op. cit., p. 30.
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shall limit our discussion to those utilitarian theories which

identify happiness as the sole intrinsic value. We believe that the
problems faced by this type of theory are shared by any plausibl
utilitarianism but we shall not argue for this.
'Happiness' is notoriously vague, and we shall do little to cor
rect this fact. This much we know: the entities which are happy
(or unhappy) are persons, and perhaps other sentinent beings.
We may dismiss non-persons without compromising the interest
of the argument, and we shall take for granted that judgements

concerning the happiness of persons-at-a-time, or person

moments, are unproblematic, at least in principle. Our concern
is with the following questions:
Exactly how does the relative happiness of person-moments
bear on the relative value of actions, and can a comparison b
made (at least in principle) between any two actions on the basi
of the total intrinsic value of their consequences?
What assumptions must be made about the measurement of
happiness if such comparisons are to be possible?
One of the great attractions of utilitarianism historically de
rives from the suggestion that, if utilitarianism is true, intrinsi
value can be (in principle) quantized. This has seemed excitin
because, having quantized intrinsic value—happiness in this case

—it has seemed obvious that the relative extrinsic value of two

actions could be quantized: it is simply the difference in intrinsic
value which would result from doing one action rather than the

other. Of course, alternative A may have some consequences

which are better than some of the consequences of alternative

B, and vice versa. No matter: we simply add up the total in

trinsic value A would create, and the total intrinsic value B
would create, and compare.

Essential to this approach is the suggestion that quantizing

intrinsic value makes it possible to add up differences in extrinsic
value: If A would be 5 units better than B for Peter, but 3 units

worse than B for Paul, then A would be, on balance, 2 units

better for Peter and Paul. The underlying principle involved here
will become clearer as we proceed. For now we will simply give
it a name: The Additivity Principle for Extrinsic Value, or AP

for short.

AP has seemed an obvious consequence of the utilitarian
assumption that intrinsic value can be quantized. In what fol

lows, we will argue that it is not a consequence of this assump
tion, and, indeed, that it is false. Our strategy is, first, to de
velop an account of intrinsic value, and then, on that basis, a
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theory of the relative extrinsic value of two alternative
which makes full use of AP. We will argue that this the
any like it, must be mistaken, and mistaken precisely b
relies on AP. Finally, we take some steps toward a theor
relative extrinsic value of two alternative actions which
it does not depend on adding differences in extrinsic
nevertheless compatible with utilitarianism as expressed
II

It is often thought that a theory of value can be completely

characterized by specifying the respects in which things are

intrinsically valuable, and how these are to be compared. From
our point of view, this is a double over-simplification. Both the
logical characteristics of the concepts of intrinsic value, and the
connection between extrinsic and intrinsic value, are ignored.
Both are non-trivial. We will start by assuming a theory of value
which, we think, avoids these failings.
Let us begin by assuming an interval scale measuring differ
ences in happiness at a moment. What this assumption means is
that we can make sense of and sometimes justify claims like "At
t, Jones was 5 units happier than Smith was at t' ". That is, we

are assuming the existence of a function the values of which

give the difference in intrinsic value between the hedonic3 states

of two person-moments. We dub this function "NH", and will
write "NH (p, q)=n" for "person-moment p is n units happier

than person-moment q".4 Notice that this involves no notion of
how happy someone is at a moment: we are not assuming that
we can quantize momentary happiness; only that we can quantize
differences in momentary happiness.
Given this somewhat weaker than usual assumption, let us see
how far we can proceed in formulating a theory of the relative
extrinsic hedonic value of actions.s We shall do this in stages,
'A word about the word 'hedonic': We are using it to refer to that characteristic

which embraces both happiness and unhappiness, whatever these turn out to be, as

sub-characteristics. Thus, in our mouths hedonic value means value as determined by

happiness and unhappiness, and hedonic state means state of happiness or unhappi
ness. In using the word in this way, we run the risk of suggesting spuriously that

happiness is pleasure. But we need an adjective here, and 'eudaimonic' is too con
trived. There is a precedent for our usage in Richard Henson, "Utilitarianism and
the wrongness of killing". (Philosophical Review, July 1971, pp. 320-37).

♦This function is introduced with appropriate background conditions in Appendix I.
5We do not want this project to be construed as having complete generality. Rather,
when we speak of comparing two actions we are primarily thinking of the case in
which one action is or would be done instead of the other. This typically requires,
among other things, that the agent and time be the same. This case is sufficiently
general to be interesting, and we wish to avoid special problems arising in connection
with the comparison of two actions both of which are or would be done, or which
would be done by different agents or at different times.
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beginning with a very simple principle and revising it in response

to objections. We have done this in a way which emphasizes

certain interesting but little noted problems which any theory of
the kind in question must overcome.
Fundamental to this project is the concept of the differences

various actions would make to the hedonic state of a person
moment. We can begin to get a grasp on this if we ask how,
assuming the performance of each action in turn, the hedonic
state of the person-moment in question would compare with that
of a given person-moment. Suppose we wish to know whether A
or B would be better for a person-moment p. First, we pick some
person-moment r as a reference point. Assuming that NH (p, r)
would be n if A were done and m if B were done, then A would
be n-m units better for p than would B. If n-m is negative, this
indicates B would be better, and how much. Of course, in order

for this strategy to work, we must suppose that the hedonic
state of r would be unaffected by either act being compared.
This we can guarantee by choosing a person-moment occurring

before either action would occur.5

This strategy is easily generalized to yield a measure of the
relative advantage doing A would have over doing B for every
one at a given moment t. For each person P alive at t we ask
how much better doing A would be for P at t than doing B, and
sum up the results. A positive result indicates that A would be
better, and by how much; a negative result indicates that B
would be better, and by how much.
So far, what we have is a measure of the relative impact at a
given moment on the population as a whole of doing A rather
than B. What we are ultimately interested in, however, is the
relative impact of doing A rather than B on the population as a
whole from the time of action on. Intuitively, this is the "sum"
of the momentary differences between A and B, beginning with
the time of action, i.e. the result of integrating with respect to
time the function yielding momentary differences.7 This number
we dub "RA (A, B, to)"—the relative advantage (or disadvantage)
of doing A rather than B at to—since it is a function of the alter
natives in question and the (prospective) time of action. Given
this abbreviation, our first attempt at a general principle can be

written as follows.

•It would be simpler just to appeal to the difference in value between the hedonic
state of p were A done and the hedonic state of p were B done. But as this compares
two different hedonic states of p, we could not use NH to formulate the difference,

and we shall have to use the reference point for an independent purpose anyway.
This function must, of course, reflect the fact that different people are alive at
different times. See Appendix II.
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(2) Doing A at fc> would have better hedonic consequenc
doing B at to just in case RA (A, B, to) > 0.

Intuitively, (2) seems to be a formulation of the idea

better of two actions is the one which would tend to the
total increase or smaller total decrease in happiness for

sons whose (momentary) hedonic states would turn ou
ently depending on which alternative were done.8 Actua
ever, (2) falls seriously short of complete generality: it
apply to cases in which the alternatives differ with resp
the creation or destruction of life.

The reason for this is fairly simple. The fundamental idea

underlying (2) is to compare with a reference point the hedonic
states a person would have were each of several actions done.
The point of this sort of comparison is to capture the relative
impact each action would have on the hedonic state of a given
person at a given moment. Now if one of the actions would result
in the death of a person P at time t, the required comparisons
cannot be made, since the hedonic state of P at times after t will
exist on some but not all of the alternatives. (Of course, if both
actions would result in the death of the same persons at the same

times, the problem does not arise and should not arise: the

choice between two such alternatives cannot turn on these de

structive consequences, since they are the same in each case.)
The case involving the creation of new life is analogous, for i
will again result in a certain person-moment existing on some
but not all of the alternative actions to be compared.
Evidently, our basic strategy of comparing A with B, person

moment by person-moment, requires revision. The strategy

adopted above involved asking, for each person-moment p, what
the difference is between what NH (p, r) would be were A done
and what NH (p, r) would be were B done. This went wrong for
the case in which p would exist (at some t) on only one of th
alternatives. That problem is evidently avoided if we ask instead
what NH (p, r) would be were A done for each person momen
that would exist at a time t were A done, sum up the results
and subtract from this total the corresponding sum for B. This
gives the relative difference in happiness between the world at
were A done and the world at t were B done. "Summing up"
these differences over the period of time during which doing A
'For some people it wouldn't matter which alternative were realized, and for

nearly everyone, there will be times for which it wouldn't matter either. TTiis is not
to say that neither alternative would have any effect on the hedonic states of thes
person-moments, but simply that the effects wouldn't be hedonically different.
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rather than B would make some difference by integrating with
respect to time would seem to give us the total difference in
happiness between the world's future on A and the world's
future on B, without running afoul of the problem lately re
hearsed. However, we are now faced with a problem which did
not infect our earlier strategy: the final outcome is a function
of the choice of the "reference point" r. Since r is chosen arbi
trarily (with the proviso that it predate the time of action), we
should expect our new strategy to yield arbitrary results which
are not forthcoming from the earlier strategy, and this is exactly
what happens. An example will demonstrate that this is in fact

the case.

Suppose B would be substantially better for Oscar than would
A, and that the only other relevant difference between A and
B is that A would create a substantial number of people. Now
no matter how unhappy, intuitively speaking, these new people
would be, their creation will be registered as a relative credit to

A if r is chosen so that the hedonic states of the new people

always (or on the average) compare favorably with the hedonic
state of r. By making the comparison favorable enough, we can
arrange that the sum for A comes out greater than the sum for

B no matter how much better B would be for Oscar. An analo

gous point can be made concerning the consequences of destroy
ing life. Suppose as before that B would be better for Oscar than
A, but that the only other difference is that A would entail a
number of deaths. No matter how happy, intuitively speaking,
these victims would be were B done instead of A, their deaths
will be registered as a relative credit to A if r is chosen so as to
compare favorably enough with the hedonic states the victims

would have were B done instead of A.

The original strategy is independent of the choice of r, but
does not apply to life and death cases. The second strategy

applies, but, depending as it does on the arbitrary choice of r, it

gives arbitrary results. The obvious move is to require that r
be picked in some non-arbitrary manner, and it is fairly clear
from the examples above how this should be done. If r is picked
so that every person-moment comparing favorably with r is
happy (simpliciter), and every person-moment comparing un

favorably with r is unhappy (simpliciter), then if A would create
an unhappy person B would not create, or destroy a person who
would be happy were B done instead, this will be appropriately
registered as a debit on the A side of the ledger, and the problem
brought out by the examples above will disappear.
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The condition on r just suggested cannot be stated wit
the help of categorical terms like 'happy' and 'unhappy'
apply to persons at a moment, and we have so far made
vision for this sort of thing.5 This difficulty can be me
augment the theory of intrinsic value to allow for ca
judgements in addition to the merely comparative jud

expressed by statements of the form 'NH (xy)=n\ O
allow for this, the desired restriction on r is easy to
must be neither happy nor unhappy, since all happy
moments are to compare favorably with r, and all u
person-moments are to compare unfavorably with r.

express this by saying that the hedonic state of r is indi

for a person to have an hedonic state like this is neith
nor bad. When the hedonic state of r is indifferent, N
gives us a measure of how good the hedonic state of
moment p is, i.e. of how happy the person in question i
moment in question. The revised strategy may be sta
way: for each person-moment that would exist at a tim
A done, find out how happy that person-moment would

A done, sum up the results, and subtract the correspondi
for B. Then "sum up" these differences for each moment
in the period during which doing A rather than B woul
some difference by integrating with respect to time be
with the time of action. A positive result indicates that
be better (and by how much), a negative result indicates

would be better (and by how much). We shall need a n

the principle involved here. Since, roughly speaking, the

is that the better of two alternatives is the one yield

balance, the greater sum of happiness measured instanta

we will call the principle the Sum of Instantaneous H

principle, or SIH for short.10
SIH has several virtues. It is manifestly utilitarian in th
of (1); its development proceeds in terms of explicit assu

about the measurement of intrinsic hedonic value (an
ticular, it is made clear where and why categorical as
to merely comparative judgements of value become nece
it deals with cases involving creation and/or destruction

in the way utilitarians have often thought, in a vague w

•Indeed, it seems clear that no consequentialist theory of the sort we are
can handle the creation and destruction of life without relying on such c
judgements of value. The problem just rehearsed seems bound to arise in
or other for any theory which relies solely on comparative judgements

value.

WA precise formulation of SIH appears in Appendix II.
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matters should be dealt with. In particular, SIH constitutes a

refutation of Richard Henson's contention that, even ignoring
considerations of justice and the like, utilitarians cannot ade
quately account for the disvalue (and hence the wrongness) of
killing." Other things being equal, SIH will favor B over A if A
would result in the death of persons who would be happy were B
done instead of A. Likewise, other things being equal, SIH will
favor A over B if A would result in the death of persons who
would be unhappy were B done instead of A. Of course this does
not imply that the destruction of unhappy life is, for this reason,

always, or ever, the (or a) right thing to do. Presumably this
would require at least that such an act be the best of the avail
able alternatives, and even this may not be sufficient. It is
possible to describe cases in which destruction of unhappy life
would be, via SIH, the best available alternative, perhaps even
right. But utilitarians have typically been able to live with, and
even recommend, euthanasia in certain cases. It would be fatal

to utilitarianism if euthanasia were recommended in all cases of

unhappy life, but a utilitarianism based on SIH need recommend
no such thing.
Ill

SIH, we think, is defensible against most objections designed
to attack utilitarianism on its own ground. Considering its ability
to make comparisons between the extrinsic value of actions with
very diverse consequences, SIH is a very powerful principle. We

argued that a principle with the scope of SIH was needed to

give a sense to the difference in happiness on balance between

acts with consequences affecting people in different ways at

different times. In this section we argue that it is precisely the

scope of SIH which makes it unacceptable. Specifically, SIH
forces us to make comparisons of hedonic consequences which
are intuitively incomparable.
SIH commits us to adding differences in happiness no matter

how these differences are achieved. No matter what kind of

differences in life underlie the numbers, SIH makes them com
parable to one another in total extrinsic value. The essence of
SIH and its kin is the promotion of judgements about the

hedonic state of a person at a moment into judgements about the

"Richard Henson, "Utilitarianism of the Wrongness of Killing", Philosophical

Review (July 1971), pp. 320-37. Henson's argument assumes that utilitarianism is com
mitted to averaging happiness in some way. Of course, principles not relying on PA
are not subject to the argument. But there are also principles, e.g. SIH, which make
use of PA but avoid Henson's argument.
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total extrinsic hedonic value an action has (relative to some

alternative) for a stretch of life. Almost every discussion of
utilitarianism has involved some such move, and philosophers
have become inured to it. But a shift of context is enough to
reveal how unpromising such a move is. Suppose we can com
pare person-moments in terms of "instantaneous intelligence".
IQ is often thought of as a quantification of just such judge
ments. Now imagine an attempt to promote this sort of informa
tion into judgements about the "total balance of intelligence" in

a man's life consequent on pursuing one educational policy

rather than another, by "summing up" differences in IQ in the
manner of SIH: for each moment in Jones' life, we compute the
difference between the IQ he would have at the moment on
policy A and the IQ he would have at that moment on policy B,
and integrate with respect to time. There might be some reason
to take an interest in the resulting figure, but surely there is no
reason to suppose that the winning policy is that which, on the
whole, would result in a "more intelligent life" for Jones. The
fact that we can compare intelligence of person-moments is no
guarantee that we can compare whole lives for the same feature,
or even that such a thing makes sense at all. Is a five-year period

at an IQ of 180 followed by a twenty-year period at an IQ of
100 a more brilliant stretch of life than a twenty-four-year period

at an IQ of 120 (the former realizes more "IQ-hours", the latter
the better average IQ)? Surely the question is just misguided.

Once one is no longer mesmerized by the view that a little

mathematics will always allow one to promote quantitative judge

ments about a feature at a moment—instantaneous F-ness—into

judgements about that same feature as it applies to stretches of

time—F-ness "on balance" or "total" F-ness—one can approach

with an open mind the question of how SIH fares in this respect.
Viewed in this light, it seems to us that SIH fares ill. Suppose
that on alternative A, both Oscar and Wilbur will have rather
monotonous lives (hedonically speaking) as bored city employees.

Alternative B brings a small promotion to each man. If they

were promoted, Oscar would be elated for a short time, and then
settle back into his mediocre hedonic rut, while Wilbur would
enjoy a moderate hedonic surplus for a longer period before the
effects of the promotion wore off. Now by SIH, we can (at least
in principle) assign numbers to each of these differences, so SIH
commits us to the view that if these numbers are equal, then
doing A instead of B would be exactly as good for Oscar as for

Wilbur. Again, suppose that Oscar doesn't care about the pro
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motion and would be unmoved by it, whereas Wilbur wants it
and would be elated when he got it—until the added responsi
bility started to worry him, after which time the promotion
would become a hedonic liability. In these examples, it seems
totally unmotivated to assume that there is any way to squeeze
from the information given a reasonable comparison of the total
extrinsic value doing A instead of B would have for Oscar with

the total extrinsic value doing A instead of B would have for
Wilbur. On reflection, it seems to us that it would be simply
arbitrary to say that Oscar would fare better than Wilbur, or
vice versa, were A done instead of B. Nor does this reflect a
lack of relevant information: we are assuming that enough
information is available to apply SIH, i.e. that we know how A
stacks up against B at each moment of both lives, and this is
surely all the information that could be relevant, given the theory

of intrinsic hedonic value adumbrated in the preceding pages.
The same problem arises in the case of one person. For, SIH
requires us to make exactly the same comparisons for two seg

ments of a given person's life that it requires for different
people's lives. And from a utilitarian point of view, there is

surely no distinction to be made between extrinsic value for one
person over an extended period of time and extrinsic value for
many people over shorter periods, if the same number of person

hours of life are affected in each case. And the same kind of

examples show that this sort of comparison is unacceptable. Let
us consider the effects the promotion would have on Wilbur in
the second case above: there are large differences for a short
time followed by small differences for a long time. These periods
of life are just as incomparable in Wilbur as they would be if
they resided in two people.

An equally objectionable feature of SIH is the manner in

which it treats cases in which one alternative would lead to
more life than the other. A person may be faced with a choice
between a short, very satisfying (moment-by-moment) life and a
long but less satisfying (moment-by-moment) life. There may be
rational grounds for making such a choice, but surely it is sense
less to ask which life would, on the whole, realize the greater

hedonic value. Now in this case we can see quite clearly the

source of the unwanted comparisons. It is the commitment to
treating the intensity of happiness for a stretch of life and its
length as commensurable contributors to the total happiness of
that life. This factor underlies the previous cases as well: in the

first case, Oscar's elation is short and intense while Wilbur's
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"moderate hedonic surplus" is of longer duration but less
tense, and so on. Thus our reluctance to make these com
sons indicates that we cannot accept such a commitment
pared as we are to judge the comparative intensity in happi
of individual person moments we are not prepared to go
the manner of SIH to judgements of the comparative total

ness of stretches of life.

There is, of course, a long tradition, embodied in SIH
taking "amount of happiness" to be something like inten

times duration, and hence a long tradition allowing for one
of factor to be balanced off against the other. The idea,
ently, is that, since it is only the magnitude of the product w
counts, intensity and duration are necessarily commensur
and in fact weigh equally in the determination of the total h
ness of stretches of life. But this puts the cart before the h
the fact that we cannot plausibly compare the two lives
described with respect to total happiness shows that total h
ness cannot be the product of intensity and duration." Perh
the easiest way to see this is that any approach which, like
incorporates the intensity times duration idea (one form of
is bound to allow that increasing the sheer quantity of life
vided it is the smallest bit better than indifferent on the ave

can over-balance any other kind of hedonic consequence

may make up for not making a man very happy by contriv
that he live long enough, so long as his life does not sink, on
average, to indifference or below. We find this plainly una
able. If utilitarianism cannot avoid this sort of thing, it is
seriously defensible.
Let it not be objected here that it is typical for theorie

outrun their clear cases, i.e. that decisions concerning b

line cases which are intuitively moot usually follow from a
analysis. The problem is not that, in the absence of a princ

(SIH, say), we do not know what to say about the cases

cussed above. Nor is the problem that application of SIH fav
12Of course, one might try to allow at the start for primitive judgements of the

relative intrinsic hedonic value of stretches of life. This is perhaps what Mill is doing
in the early pages of chapter two of Utilitarianism. We are not sympathetic with this
line of thought. It seems to us that a life of much tranquility and little intense
pleasure is not comparable to a life of much excitement and considerable pain. Of
course, as Mill points out, experienced persons might prefer one life to the other, but,
notoriously, this does not constrain us to adopt any conclusion about the relative
hedonic value of promoting one rather than the other, especially for those who do
not have preferences in the matter. On the other hand, we do think it possible to
compare momentary hedonic states. It is precisely the fact that PA would allow us
to promote the latter sort of comparison into the former sort which leads us to reject
PA.
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the wrong alternatives in these cases. The problem is rather that
SIH forces arbitrary comparisons of factors which are, in the
relevant dimension, clearly incomparable. We conclude from this
that SIH, and any similar principle based on PA, must be re
jected, and hence that PA itself must be rejected. A uniform
quantitative theory of intrinsic hedonic value is no guarantee
that any two alternative actions can be compared with respect

to extrinsic hedonic value.

If it is agreed that comparisons such as those discussed above
cannot be made in a non-arbitrary way on the basis of informa

tion about "instantaneous happiness", then SIH (and similar

principles which utilize PA to effect such comparisons on that
basis) must be wrong. What can be done towards the formula
tion of a utilitarian theory of extrinsic value which rejects PA?
We need a principle that captures only comparisons which actu
ally can be made and that makes them correctly. (We may hope
in addition that it will capture and make all such comparisons
we can make.) Let's start with alternatives the choice between
which is not a matter of life or death. The following seems un

controversial:

(3) If doing A would be at least as good for every person
moment as would doing B, and better for some, then A
would have the greater extrinsic value.

The principle, of course, has extremely narrow application.
But the underlying idea can be used to justify an interesting
extension. Consider a two-hour period of Oscar's life: at every
moment during the first hour, Oscar's hedonic state would be 6

units better than an indifferent state were A done, while it would
be only 2 units better than indifference were B done; at every
moment during the second hour, Oscar's hedonic state would be
5 units better than indifference were B done, but only 4 units
better than indifference were A done. Obviously, if B's big payoff
were to occur in the first hour rather than the second, and its
smaller payoff were to occur in the second hour, A would have
been better than B for Oscar at every moment in the two-hour
period. Since the fact that things wouldn't actually occur in this
order seems irrelevant to the question of relative extrinsic value,

we should be entitled to conclude that A would be better for
Oscar anyway.15

13Of course the particular numbers don't matter here. Whafs essential for A to be
at least as good as B is that (1) at no moment in the first hour would the hedonic
[continued on p. 298
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So if, for each person affected, we could juggle interval
way so as to reduce the case to one covered by (3), it see
could conclude that A would be better than B for every
the matter does not end here: we might be able to juggl
vals in Oscar's life with intervals in Wilbur's life in just

we juggled an early interval in Oscar's life with a la
(Imagine Wilbur is born at the moment Oscar dies,

simply have juggling earlier and later intervals again.) If
by this generalized sort of juggling, get a case falling u
it seems once again that we may conclude that A would b
for everyone (for the world) than B. (Precise formulation
principle is a bit tricky and is left to Appendix III.)
The justification for the sort of juggling just descr

principle of indifference which appears to be an ine

corollary of utilitarianism: the extrinsic value of an act
depend on when its consequences occur or who enjoys
them. Of course, suffering intense pain might make it di
impossible to experience certain pleasures thereafter,

pleasure seldom if ever affects one's ability to suffer pain. S

can "make a difference", but not to the value of any

pleasures actually had, nor to the value of bringing them
The rather odd principle just described is the best we
towards formulating a non-addictive principle covering
involving life or death. The problem of stating a princip
covers the comparison of actions the choice between wh
life and death matter is complicated by an uncertainty as
should count for utilitarianism as a life and death ch
pose that on A Oscar would live an hour longer than h

on B, whereas on B Wilbur would live an hour longe
he would on A. Here the total amount of life—total
hours—is independent of the choice between A and B

other hand, if we choose A over B, there will be some tim

that Wilbur dies at t instead of t+1 hour, and hence

instead of B seems tantamount to killing Wilbur at t. A
gous remark, of course, can be made about doing B inst
In short, to choose between A and B is to choose who sh
continued from p. 297]

state Oscar would have at that moment were A done compare unfavorabl

hedonic state Oscar would have at the analogous moment in the second hour were
B done. (2) At no moment in the second hour would the hedonic state Oscar would
have at that moment were A done compare unfavorably with the hedonic state Oscar

would have at the analogous moment in the first hour were B done. (Putting the
matter this way shows that we need not rely on categorical judgements of intrinsic
value to state the case.)
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and in this sense the choice is a matter of life and death—i.e. a
matter of life or death to someone.

Now if we employ the principle of indifference stated two
paragraphs back, we must regard who lives as irrelevant from

a utilitarian point of view. Suppose that the hedonic conse

quences of A and B are identical everywhere else, and the extra

hour for Oscar on A and the extra hour for Wilbur on B are

hedonically identical moment by moment: could a utilitarian

prefer one of these actions to the other? The only difference in
happiness is who gets it, and this cannot matter from the point
of view of maximizing happiness. If the difference in who gets
the happiness in this case is a result of the different lifespans
Oscar and Wilbur will have on A and B, then we must conclude
that the mere difference in lifespans for individuals need not fore

stall a straightforward comparison of extrinsic hedonic value for

A and B. In general, then, whenever the total amount of life

which would exist on A is the same as that which would exist

on B, A and B are subject to comparison by juggling.
Of course, if this extension of comparison by juggling engen
dered comparison of incomparables, it would have to be rejected.

(Such a consequence would also strike directly at the concept

of indifference which is at the heart of utilitarian thinking.) But
this does not seem likely. As noted above, the incomparabilities
seem to be the result of trading off duration for intensity by
taking the product of the two as a measure of "total happiness".

It is the comparison between short stretches of intense happi
ness/unhappiness and longer stretches of moderate happiness/
unhappiness which we find we cannot make. And it seems clear
that even the more generalized juggling envisioned above will
not involve us in such comparisons. If the total amount of life

which would exist on A can be so juggled as to be uniformly

happier than the total amount of life which would exist on B,
there can be no purchase of intensity at the price of duration,

or vice versa."

"If we begin in the theory of value by comparing lives with respect to happiness—
if judgements of the form "X's life taken as a whole from birth to death is happier
than Y's life"—then this argumentation would not be correct. Suppose again that
Oscar would live one hour longer on A than on B, while Wilbur would live one hour

longer on B than on A. The hour of life in question might be exactly as happy,

moment by moment, no matter who lives it, and yet it might be judged that Oscar's
life would be immensely better with the extra hour than without it, while Wilbur's
life would only be slightly better (or even worse!) with it than without it. Since this
possibility could not be ruled out in principle by theories of the type in question, an
advocate of such a theory would have to admit that who lives (and when) could, in
itself, make a relevant difference. (We owe this point to our colleague Larry Davis.)

This content downloaded from 130.126.162.126 on Tue, 23 Apr 2019 18:13:30 UTC
All use subject to https://about.jstor.org/terms

300 ROBERT CUMMINS AND DALE GOTTLIEB

We have argued that if A and B would result in the sa

amount of life, we may try to compare them by juggling stretch

of life so as to arrive at a case covered by (3). Assume tha
achieve such a re-orientation, and it shows that A would hav
greater extrinsic hedonic value than B. Now let us suppose th
an action C differs from A only in creating some extra life w
would not exist on A, and every moment of this life is happy
seems clear that the addition of extra happy life cannot but
to the extrinsic hedonic value of an action, hence C will be m

valuable than A, and certainly more valuable than B. On

other hand, suppose an action D differs from B only in crea

extra life which would not exist on B and this extra life would

be (at every moment) unhappy. It seems that the addition of
extra unhappy life must be a hedonic liability, hence D will be

less valuable than B, and certainly less valuable than A and C.
These reflections suggest the following way of extending the
strategy developed so far. If doing A rather than B would result
in more life than doing B rather than A, make up the deficit by
imagining that B would create a compensating amount of life
each moment of which would be hedonically indifferent. This
reduces the case to the kind already discussed. That it effects
the right reduction is clear from the following. Whatever life
we wind up comparing after juggling with the dummy indifferent
life will appear as the "extra life" due to A. This will be a credit
to A if it compares favorably with the indifferent stretch, i.e.

if it is happy, and a discredit to A if it compares unfavorably

with the indifferent stretch, i.e. if it is unhappy. This is exactly

what was wanted.15

We have been describing a strategy rather than formulating a
principle. The underlying principle can be precisely formulated,
but is messy in philosophically unimportant ways and so has been
left to the Appendix. Meanwhile, we need a name for the prin
ciple, so we dub it The Generalized Juggling Principle, or GJP

for short.

GJP, like SIH, is utilitarian in the sense of (1). Like SIH also,
GJP enforces a principle of indifference of person-moments, and
hence of persons and times. For instance, it exhibits no bias in
"There is an intuition which some people have that the value of creating happy

life and the disvalue of creating unhappy life are not really comparable. In their eyes,
adding more happy life to the world generates little value, whereas adding more un
happy life to the world generates much greater negative value. If moment-by-moment
comparisons could actually be made here, this would create no new problem of prin

ciple. But if there is a genuine incomparability here, some modification of (GJP)
would be required.
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favor of actions which would improve the lot of the miserable as
compared with actions which would improve the lot of the very

happy. In comparing two actions, it makes no difference for

whom or when the one would be better than the other. This is

as it should be. A theory which did not enforce such a principle

of indifference would have to defend whatever bias it exhibited

on grounds other than those depending on relative judgements
of intrinsic hedonic value, e.g. on the grounds that relative advan

tages to the unhappy are more important, because more just,
than are relative advantages to the happy. Such a theory could

not claim to be utilitarian.

Something like what we have called the principle of additivity

underlies a good deal of traditional utilitarian thinking about
extrinsic value of actions. We suspect that this is, to some extent,
due to a confusion between that principle and the principle of
indifference just discussed. This is because additivity presents
itself as a natural way to enforce indifference: if we simply total
everything up as in SIH, and look for a positive balance, every
addend is like every other insofar as it is irrelevant where it
comes from. But additivity enforces too much indifference: it
forces us to ignore incomparabilities in extrinsic value. There is
a tendency to think that all extrinsic value must be comparable
if all intrinsic value is of the same kind (intensity of happiness,
say). But a careful development of the concepts show this to be

a mistake.

In conclusion, it is perhaps worth pointing out that on GJP,
many actions are incomparable with respect to extrinsic hedonic
value. Those sympathetic to utilitarianism might respond to this
by attempting to supplement GJP in some way, and in anticipa
tion of such an attempt we have formulated it only as a sufficient
condition of relative value. Of course, care must be taken not to
engender comparison of incomparables. Since we have not been

able to strengthen GJP in a way which avoids this result and
remains faithful to utilitarianism in the sense of (1), it is our
tentative conclusion that GJP is the best a utilitarian can do.
Whether it follows that there cannot be a satisfactory utilitarian
theory of the relative value of actions we leave the reader to
judge.
JOHNS HOPKINS UNIVERSITY

MPH I
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Appendix I

Intrinsic Hedonic Value

We begin by developing a theory of relative intrinsic value
consistent with (1), i.e. a theory of relative hedonic value. We
present our theory by describing two primitive predicates and
then defining the rest of its vocabulary. We take these predicates
to be epistemologically prior in that their application is relatively
unproblematic in a large number of cases, especially hypothetical
cases. People can and do make judgements of the sort represent
able as applications of these predicates. This in itself would not
be significant were it not for the fact that there is considerable
agreement. It is this core of agreement which provides whatever
support the theory can muster.

Our first primitive, together with the abbreviation we will
employ, is as follows:
MHxy: The hedonic state of x is intrinsically better than the
hedonic state of y, i.e. x is happier than y. ('MH' for
'more happy'.)

The variables 'x' and 'y' range over persons at a moment, and not
simply over persons.
At this point, we may define equality of intensity of happiness,
i.e. equality of hedonic value, of two person-moments as follows:

EHxy: The hedonic state of x is exactly as valuable intrinsic
ally as the hedonic state of y—i.e. x and y are equally
happy — = df -MHxy and -MHyx. ('EH' for 'equally
happy'.)

In addition to being able to say that one person-moment is
happier than another, we shall want to be able to say how much

happier. We shall therefore want some means of quantizing
differences in happiness. To this end we now introduce a new

primitive.

LEHxyzw: The difference in intrinsic value between the
hedonic state of x and the hedonic state of y is
greater than the difference in intrinsic value be
tween the hedonic state of z and the hedonic state
°f w—i-e- x and y are less equally happy than z

and w. ('LEH' for 'less equally happy'.)
At this stage we have no notion of the difference in value be
tween the hedonic state of x and the hedonic state of y simplici
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ter, let alone a notion of the value of the hedonic state of x. The
former will be definable under certain conditions, to be specified
shortly.

'LEHxyzw' will often be extremely difficult to apply. But often
it will be rather easy. The difference between your hedonic state

and mine is vastly exceeded by the difference between your

hedonic state and that of a starving Bengali peasant. Also, certain
sorts of events typically cause greater changes in hedonic state

than others. Thus, the difference between your hedonic
state before you learn your son has been killed and your

hedonic state after you learn this greatly exceeds the difference

between your hedonic state before you eat dinner and your
hedonic state after you have started. And we all know what
sort of considerations would make for an exception to this rule.

(The food has been poisoned; your son has been missing pre

sumed dead for ten years.)
By analogy with 'EHxy', we now define

EEHxyzw: The difference in intrinsic value between the
hedonic state of x and the hedonic state of y is

the same as the difference in intrinsic value be
tween the hedonic state of z and the hedonic state

of w= df—LEH xyzw and—LEHzwxy.
CEEH' for 'exactly equally happy'.)
Now under special conditions we can define a function quantiz
ing the difference in intrinsic value between the hedonic states
of two person-moments. For example, we may choose two arbi
trary person-moments, a and b, and take the difference in value
between their hedonic states as a unit of difference in value.
Now suppose that we have the person-moments, c, d, e, f, and g

such that

LEHcgcd & LEHcgdg & LEHdgde & LEHdgeg & LEHegef &

LEHegfg

(i.e. d is between c and g; e is between d and g; f is between e
and g) and

(i) EEHabcd & EEHabde & EEHabef & EEHabfg.

We could summarize this information by saying that the differ

ence in value between the hedonic state of c and hedonic state

of g is 4. Likewise, if we had, instead of (i), the following:

EEHabcg & EEHcdde & EEHdeef & EEHeffg,
we could then say that the difference in value between the

hedonic state of c and the hedonic state of d is Now the
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possibility of thus quantizing differences in value bet

hedonic states should not lead us to think that we can do it

generally. The difference between the hedonic states of c and g
in the first example, and between the states of c and d in the

second example depend essentially upon the existence of the

other person-moments and their mutual relations. Suppose there

were no person-moments between c and g, or they were not

equally spaced? Of course, if we had two more person-moments,
h and i, and we had succeeded in assigning 3 to the difference in
value between their hedonic states, and we also know that

LEHcghi, we would have a lower bound on the difference in

value between c's hedonic state and g's hedonic state. We might
similarly get an upper bound and thus get an approximate value
for the difference in value between c's and g's hedonic states. If
the difficulty is that we don't have d, e, f, between c and g evenly
spaced one unit apart, we might improve matters by choosing a
different unit, but this may ruin other cases in which the inter
posing person-moments do exist for our original unit. In general,
by using hypothetical cases and choosing a unit which is small
enough so that being off by a fraction of a unit will not weigh
heavily in value discriminations, we can define a function and
ascertain its approximate values:

DH(xy)=n: The difference in intrinsic value between the
hedonic state of x and the hedonic state of y is

n units.

CDH' for 'difference in happiness'.)
We may imagine this being defined recursively as follows:

DH(xy)=0 = dfEHxy.

DH(xy)=l = dfEEHuvxy, where u and v are the person

moments defining the standard unit, i.e. the person-moments

such that

DH(uv)=dfl.
DH(xy)=n + l= df (Ez) (DH(xz)=n & LEHxyxz & EEHuvzy),

where, again, u and v are the person-moments defining the
standard unit. 'DH(xy)' is simply undefined in case -(Ez)

(DH(xy)=n & EEHuvzy).

When defined, 'DH(xy)' names the difference in happiness (in
standard units) between the hedonic state of x and the hedonic

state of y, but this difference gives no indication of which
person-moment is in the better hedonic state. In order to be

able to briefly record both sorts of information, we define
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NH(xy) = +n = df DH(xy) = n & MHxy.
NH(xy) = -n = df DH(xy) = n & MHyx.

('NH' for 'n-units happier'.)

Appendix II

Formulation of SIH

The theory of intrinsic hedonic value developed in Appendix I
enables us to quantize the difference in happiness between two
person-moments. The goal in section II of the paper was to find
a principle which determines which of two actions results in the

greater balance of happiness over unhappiness. SIH was sug

gested as a principle which accomplished this in an intuitively
appealing way, viz. by adding the differences in happiness to
each person-moment at a given time resulting from the perform
ance of each alternative, and then summing for all times future
to the action. In this appendix we give SIH a precise formulation.
Let C (p,r,x) = n iff were x done NH (p,r) would be n, and let
f (x,t) be a sequence whose members are the persons who would

exist at t were x done. Following the usual convention we let

'f (x,t)i' denote the ith member of f (x,t). SIH may then be formu

lated thus:

(SIH) Doing A at to would have better hedonic consequences.
Then doing B at to iff for some r before to such that
r is neither happy nor unhappy (i.e., indifferent),

(1) f [If (f (A,t)i -at-t, r, A) - LC (f (B,t)s -at-t,r,B] dt
t=t0

(1) may be understood as follows. For a given time t and act A
and number i,
(2) C (f (A,t)i -at-t, r,A)

is what NH (f (A,tX -at-t,r) would be on A, i.e. (2) represents how
much happier than indifferent the person-moment (f (A,t)j -at-t

would be were A done. Then

Yc (f (A,t)i -at-t, r,A)

sums up this difference in happiness for all person-moments

which would exist at t were A done.
Now

X.C (f (A,tX -at-t, r,A) - ZC (f (B,t)j -at-t, r,B)

gives the difference between the total impact of A and the total

impact of B on all the people who would exist on A and B re

spectively at t. Finally, (1) "sums up" these differences over time;

starting from the time A or B would occur. The result is (sup
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posedly) the total difference which would exist in extrinsic
hedonic value from the time of action. It is this understanding

of (1) which lends credence to SIH.

Appendix III

Formulation of GJP

In section III of the paper we argued that SIH requires the

comparison of incomparables and hence must be rejected. In its
place we suggested a method of comparing the relative extrinsic

hedonic value of actions which takes full account of two im

portant facts: the fact that there are different kinds of relative
extrinsic value, such as making given life happier and creating
new happy life, which are usually incommensurable; and the fact
that even within a single kind there can be incommensurables,
as in the case of mild increase in intensity of happiness over a
long period vs. a short but sharp increase in intensity. We dubbed
the method the Generalized Juggling Principle. In this appendix
we give GJP a precise formulation.
We begin with two preliminary definitions. First we say that
a stretch of x's life beginning at t and ending at t' is strictly as
happy as an interval of y's life beginning at r and ending at r' iff

(i) r'-r = t' -t, and (ii) NH (x-at-t+e , y-at-r+e )> 0, for all

0< e< t'-t. Next, we say that a stretch«* of x's life beginning at t
and ending at t' is strictly happier than a stretch,# of y's life be
ginning at r and ending at r' iff (i)«< is strictly as happy as/3,
and (ii) for some 0 < e < t'-t, NH (x-at-t+e , y-at-r + e) > 0. Now
suppose the total amount of life would not be affected by doing
A instead of B. Then

(GJP) The hedonic consequences of A would be better than
the hedonic consequences of B if there is a way of partitioning

the life which would exist were A done instead of B into ex

haustive non-overlapping intervals, and a way of similarly
partitioning the life which would exist were B done instead of
A, and a one-to-one function correlating each A-interval with

a B-interval of equal duration such that every A-interval is
strictly at least as happy as its correlative B-interval, and some
A-interval is strictly happier than its correlated B-interval.

(GJP) can be extended to cover the case in which more life

would exist were A done instead of B than would exist were B

done instead of A: simply imagine the difference made up by

crediting B with the appropriate amount of indifferent life, and
apply (GJP) as stated.
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